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ABSTRACT
Artificial intelligence (AI) and machine learning are going to solve the world’s problems.
Many people believe that by letting an “objective algorithm” make decisions, bias in the
results have been eliminated. Instead of ushering in a utopian era of fair decisions, AI, and
machine learning have the potential to exacerbate the impact of human biases. As
innovations help with everything from the identification of tumors in lungs to predicting who
to hire, it is important to understand whether some groups are being left behind. This talk
explores the history of bias in models, discusses how to use SAS® Viya® to check for bias,
and examines different ways of eliminating bias from our models. Furthermore, we look at
how advanced model interpretability available in SAS Viya can help end users to better
understand model output. Ultimately, the promise of AI and machine learning is still a
reality, but human oversight of the modeling process is vital.

INTRODUCTION
Machine learning is essentially the practice of creating algorithms that ingest data to detect
patterns to predict likely outcomes, identify patterns in the data, categorize like groups in
the data or detect unexpected behaviors in the data. Models using these algorithms have
been in existence for decades, but as computing power has grown along with the volume,
velocity, and variety of data available, machine learning is becoming more and more
popular. More importantly, algorithms are now being used to automate the decision-making
processes that influence our access to information, jobs, loans, and much more. As the
execution of this type of modeling gets easier with new software applications and methods,
it’s important to take a step back and think about the process of using data to make
decisions and how human biases can be amplified by applying machine learning.
Defining bias in machine learning is a tall order. In this paper, we illustrate several
examples of machine learning bias, most of which are examples of the unintended
consequences and discriminatory predictions of machine learning models.

BIASED DATA GIVES BIASED RESULTS
The most important part of the machine learning process is not the software, or the
algorithm used, but the data source. All machine learning models are trained on existing
data, and the machine can only learn from experiences that the data provides. If the data
itself has existing biases, those biases will be amplified by the use of an algorithm. It’s vital
to understand the biases in the data and to carefully account for it.
In 2014, online retailer Amazon was developing machine learning algorithms to help sort
through the hundreds of job applicants they receive for every position (Dastin, 2018). The
idea was to use the database of resumes and CVs received over 10 years of hiring to rate
every new applicant on a one-to-five star scale, then to focus hiring efforts on the five-star
applicants. The algorithm would read through the years’ worth of applications that were
scored as hired or not hired. This is just the sort of problem for which machine learning is
made, and the algorithm was able to find applicants that matched the types that had been
1

hired. The problem was that Amazon, like many other tech companies at the time, had
been mostly hiring men. By training itself on this sort of data, the algorithm taught itself
that men were preferred candidates, and downgraded applications that were easily
identifiable as women (for example, “member of the women’s chess club”). It even went as
far as to exclude applicants from two all-women universities. None of this was done
explicitly. The model was not designed to favor men. The problem is that the people
making decisions in the past had excluded women, and the algorithm picked it up in the
training data.
Sometimes, the bias is more subtle. As part of this hiring effort, the Amazon team built
models to evaluate posted resumes and profiles on the web to try to identify potential
recruitment targets. The algorithm wound up favoring people who used more active and
aggressive verbs like “executed,” which show up more frequently on profiles about men.
Eventually, Amazon abandoned the effort and shut down the project.
The algorithms did their job – they identified candidates that matched the historical data
about who the company preferred. The problem was in the training data. Without
thoughtful consideration of the data and the goals of the project, it’s easy to see how this
human bias can impact the results.
The bias in the training data can sometimes be less obvious and can be due simply to the
sampling methods. An article in the Guardian (Devlin, 2018) points out how this can be a
significant issue when it comes to developing genetic tests. The problem lies with concern
that the bank of genetic material in the UK biobank is too ethnically homogenous, because
the material is collected mostly from white Europeans. Genetic tests developed on this
population may not be reliable when generalized to other populations. For example, the
article cites a study where “a commonly used genetic test to predict schizophrenia risk gives
scores that are 10 times higher in people with African ancestry than those with European
ancestry. This is not because people with African ancestry actually have a higher risk of
schizophrenia, but because the genetic markers used were derived almost entirely from
studies of individuals of European ancestry.”
Applying machine learning algorithms on data that is significantly different from the training
data is a sure way to create biased or unreliable results.

MODELS CAN FIND UNEXPECTED CORRELATIONS
As more machine learning methods get easier to use, it is important to try to understand
how they are making predictions. With methods like logistic regressions and decision trees,
it’s fairly straightforward to see how the model was developed and what types of variables it
takes into account. With more complicated models and deep learning methodologies, this
becomes a much bigger challenge. Models can produce results based on confounding
variables that can create algorithms that explain the training data very well but that are not
practically useful.
A good example of this concern comes from the field of radiology (Zech, 2018). The article
looks at using neural networks to analyze x-rays to look for cardiomegaly (enlarged heart).
Images of patients with and without cardiomegaly were run through a neural net to develop
scoring code, and the resulting model did a very good job of identifying patients with the
condition. Researchers looked at the details of the process to see which parts of the image
were most highly correlated to a prediction of a positive result. The expectation was that
the areas around the heart in the x-ray would be most predictive, and they were.
Surprisingly, there were positive contributions on the edge of the image, far away from the
heart. it turned out that there were markings on the edge of the image that indicated which
machine was used for the x-ray. The algorithm figured out that a marking that indicated
the x-ray machine was portable was highly correlated to the indication of cardiomegaly (see
Figure 1). Because portable x-rays were used on patients who were so sick that they could
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not travel to the radiology lab, the model essentially figured out that sick patients were
more likely to be sick. This conclusion was factually correct, but it wasn’t terribly useful in
applying the model generally. Other possible confounding variables in this case could be
patients from a particular specialist who saw only the harder cases, or clinics that saw only
patients who did not have adequate primary care.

Figure 1. Chest X-ray Showing Areas of the Image Associated with a Higher
Prediction for Cardiomegaly
It is crucial to understand how a model is using the training data, especially when using an
algorithm that is computationally complicated. As more stand-alone “black box” software
methods are available that claim to run hundreds of models to find the best solution,
vigilance on the data used is essential to minimize bias. This is especially important in
health care applications. There are also practical implications to developing complicated
models. Netflix (Johnson, 2012) spent $1 million on an algorithm that was so complicated
that they could not successfully implement it.

WHAT TO DO TO MINIMIZE BIAS
As trite as it might sound, awareness of the impact of human bias on machine learning is a
huge first step in mitigating its impact. Bias exists in most data collected by humans and
can sometimes be hard to detect. Some steps to consider:

FRAME THE PROBLEM
Understand the technical question being asked. Make sure that the training data is
representative of the population to which you are going to apply the model. Understand the
goals – are you trying to find the best possible job candidates, or are you trying to find
people like you already have?
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DEFINE FAIRNESS
Think about how you are using the data. Are you using data that won’t be applicable to
some of your population? Are there regulatory or ethical requirements about the types of
inputs you could use? Codifying these decisions can be uncomfortable; be sure people
understand why you are doing this.

CHECK FOR BIAS IN THE TRAINING DATA
A great first step to mitigating bias in your machine learning models is to thoroughly
interrogate your training data set. Ensuring that the training data is a representative sample
of the population is a good place to start. For instance, a predictive model aimed at
identifying patients among the entire patient population who are likely to get readmitted
into the hospital should not be trained on only female patients. The goal of this exercise is
to acknowledge and act on the understanding that your training data is a snapshot in
history that may have biases you would not want to carry forward into the future.
In SAS® Visual Data Mining and Machine Learning 8.5, you have access to the Data
Exploration Node which handles some of the common and often time-consuming effort of
data exploration that is required before feeding features into a model tournament. (see
Figure 2)

Figure 2. Model Studio Project Showing the Data Exploration Node
Some of the output from the Data Exploration Node can be seen in Figures 3 and 4. In
Figure 3, you can assess the distribution of features in the training data. In this example,
the training data has a relatively higher representation of male patients, which might not be
representative of the patient population. Figure 4 shows the distribution of readmissions
(the target variable) across gender, which allows the data scientist to discern if there is a
potential association between gender and the target variable before performing any
statistical test of association. “Understanding and interpreting your data set” by Ilknur
Kaynar Kabul provides more in-depth mathematical assessment of your training data set,
that includes dimension reduction and unsupervised machine learning techniques (Kabul,
2018).
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Figure 3. Assess the Distribution of Sensitive Features in the Training Data Set

Figure 4. Assess Crosstabulations Between Sensitive Features and the Target
Variable
However, there will be instances where different groups of people need to be treated
differently by the model. To continue with the example of the hospital readmission model,
older patients or patients with a specific diagnosis may have an entirely different health
profile and treatment protocol than other groups of patients. For cases like this, leaving a
sensitive feature in the model makes sense. You might even consider building separate
models for different groups of patients if their health profiles and treatment protocols are
expected to be significantly different.
Although removing features that may cause unintended discrimination is a best practice,
bias shows up in unexpected ways. An example of this was seen in the model Optum built
to prioritize patients into care management programs (Morse, 2019). The model was built
on data that contained patients’ medical history and how much money was spent treating
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them. By including historical data for the amount that was spent on patients’ health care,
the data scientists who built the model might have assumed that more money is typically
spent on sicker patients across the entire population. They later discovered that in practice,
significantly less money was being spent on black patients with the same level of need and
illness as their white counterparts. The model that was trained on this data assigned a lower
risk score (and a lower chance to qualify into a care management program) to black
patients with the same level of illness as white patients due to historically lower spending
level for black patients. In this example, historical health care spending was not a good
measure of severity of illness. Instead, it introduced bias to the model in the form of racial
bias. The key is taking into consideration the association that may exist between seemingly
unbiased features such as health care spending and features such as race and gender.
Before removing features that might cause unintended discrimination, you might want to
test whether any other feature in your training data can predict these features.
Figure 5 shows how you can use SAS Visual Data Mining and Machine Learning 8.5 to create
a project where the target variable is a feature such as gender. From here, you can use the
Data Exploration Node to assess the most important features in the data that can accurately
predict gender. In this case, it appears that the feature “Marital_Status” is a good predictor
of gender, so it should probably be rejected in the model building processes.

Figure 5. Variable Importance List in Predicting a Sensitive Feature Such as
Gender
An alternative approach is to ensure that the model results do not change unexpectedly due
to factors such as age, race, or gender. You can plot the distribution of your model results
(predictions) segmented by sensitive features and check to see if the differences in the
distributions can be explained.

MODEL INTERPRETABILITY
Traditional statistical models have a reputation of being easily interpretable. For example,
the coefficients of a linear regression tell you the magnitude and direction (positive or
negative) of the correlation between the target variable and the input variable. Now, with
the advent of more advanced modeling techniques (such as neural networks, random
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forests, gradient boosting, and so on), there is not a similarly straight-forward interpretation
available for the relationship between the input variables and the target. Variable
importance plots can tell us which inputs were the highest drivers of a prediction, but not
how those variables actually affected the prediction. For example, if age is the highest
driver for a readmission model, that doesn’t necessarily mean as age goes up, so does the
likelihood of readmission.
SAS provides several ways to interpret “black-box” machine learning models – either at the
global or local level. Global explanations provide insight into a model’s behavior across the
entire data set (variable importance & PD plots), whereas local explanations provide insight
at an individual observation level (ICE plots, LIME plots & Shapley values).

Partial Dependence and Individual Conditional Expectation Plots
Partial dependence (PD) and individual conditional expectation (ICE) plots are both modelagnostic techniques that help to interpret the relationship between input variables and the
target predictions. They are model-agnostic because they are run after the model has been
trained and they can be used on any type of model. In contrast to variable importance,
these plots help to explain how predictions vary based on input values.
Ray Wright (2018) does an excellent job of introducing both techniques. The major
difference between partial dependence and ICE plots is the level of detail they drill into.
While partial dependence plots show the overall relationship (linear, step, and so on) of
inputs to a prediction, ICE plots can drill to individual observations, possibly revealing
subgroup variations and interactions between inputs.
For example, a PD plot may show that there is no overall relationship between X1 and a
model’s predictions:

Figure 6. Partial Dependence Plot Generated Through SAS Code
The ICE plot might reveal that in fact, X1 is related to the predicted value, but that the
relationship varies between subgroups. In this example, in one subgroup X1 has a strong
positive relationship with the predicted values, while in the other subgroup, X1 has a strong
negative relationship with the predicted values. In aggregate, the overall relationship is as
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seen above in the Partial Dependence Plot:

Figure 7. ICE Plot Generated Through SAS Code
While Wright’s paper discusses in detail how to create these plots using coding methods,
Model Studio now includes options to automatically compute these plots. Use these steps to
compute these plots:
1. Open the Properties page for each node.
2. In the Post-training Properties area, open the Model Interpretability entry.
3. Select PD plots under the Global Interpretability entry and ICE plots under the
Local Interpretability entry.
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Figure 8. Post Training Properties Options for Supervised Learning Models in Model
Studio
After you make these selections, you now have a Model Interpretability tab available
when you look at a node’s results.
The PD plot from Model Studio shows the relationship between selected input (in this case,
Patient Age) and the predicted value of the target, averaging out the effects of the other
inputs. It displays values of the input variable on the X axis and the corresponding average
prediction for the target variable on the Y axis. Clicking on the information icon (the i in a
circle) provides an explanation of what the plot is showing and how best to interpret it.

Figure 9. PD Plots Generated Automatically in Model Studio
In this instance, it appears that age has an almost exponential relationship to the predicted
values. Below age 65 there is a small positive slope, but soon afterwards the effect appears
to build.
From a bias and ethics point of view, having age as in input into a readmission model makes
sense. However, in other instances age may be an inappropriate input (for example, for a
predictive hiring algorithm).
For your ICE plot, you can either have randomly selected observations or specify up to five
individual observations. The PD and ICE overlay plot in Figure 10 contains the same PD plot
as in Figure 9 (colored blue in both instances) and compares it to up to 5 observations in
the ICE plots. As in Figure 9, the specific input is selected from a drop-down list at the top
of the graph. When the input variable is nominal, the graph is a bar chart, and when the
input variable is interval, the graph is a line plot. Clicking on the information icon provides
an explanation of what the plot is showing and how best to interpret it.
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Figure 10. PD and ICE Overlay Plot Generated Automatically in Model Studio

LIME and Shapley Values
Local interpretable model-agnostic explanations (LIME) and kernel Shapley additive
explanations (Kernel SHAP) both provide explanations for individual predictions. Ribeiro, et
al. (2016) provide an in-depth explanation of LIME. Basically, LIME creates a linear model
around a point to be interpreted, and it is the coefficients of this surrogate model that
provide insight into what is probably driving the predictions of the “black box” model.
Shapley values help you determine the relative importance of each variable to a given
observation’s prediction.
The input variables are ordered by significance such that the most important variable for the
local regression model is at the bottom of the chart. A positive estimate indicates that the
observed value of the input variable increases the predicted probability of the event.

Figure 11. LIME Explanation Automatically Generated in Model Studio for Local
Instance 4002821
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Figure 12. LIME Explanation Automatically Generated in Model Studio for Local
Instance 11000765
Figure 11 (Local Instance 40002821) illustrates that all of the observed values for the
variables listed (Patient Age, diagnosis, Order Set Used, Length of Stay, and Chronic
Conditions Number) decrease the likelihood of readmission. For example, the value of 2 for
the Chronic Conditions Number lowers the readmission prediction by 29%, while Figure 12
shows a value of 3 for Chronic Conditions Number increases the readmission risk by 2.6%.
While LIME allows you to understand how a change in a variables value impacts the model’s
prediction, Kernel SHAP values are used to explain the contribution of each variable to the
prediction of a single observation. The sum of the Kernel SHAP values for all inputs is equal
to the predicted value. The inputs are displayed in the chart ordered by importance
according to the absolute Kernel SHAP values, as illustrated in Figure 13. SAS also provides
the HyperSHAP method of generating shapley values that is accessible through SAS code
(SAS Institute Inc., 2019).

Figure 13. Kernel SHAP Values
These methods provide you the ability to understand not only which variables influence your
predictions, but how they influence the predictions. Utilizing model interpretability tools and
the insights they generate influence your model building process to become iterative, and
you might need several models and cycles to feel comfortable with which inputs are driving
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predictions.

DIVERSITY IN MODEL BUILDING PROCESS
An alternative approach to mitigating unintended discriminatory model predictions is to
include a diverse set of perspectives, ideas, and approaches in the model building process.
Research shows that diversity in teams and in leadership roles leads to innovation and
greater financial returns (Lorenzo and Reeves, 2018). Diversity is quickly being recognized as
a business strategy. Researchers have also investigated the role of diversity across 2.5
million research papers and found that research teams with more diversity produced
research papers that received more citations and publications in higher-impact journals
(Freeman and Huang, 2014).

CONCLUSION
As machine learning models become more pervasive in our day to day lives and as the
automation of the modeling process is more heavily practiced, we need to be increasingly
vigilant of the of the role human biases. Education and determination are the keys to
understanding and reducing that impact. It is a big problem, and one that can be easy to
ignore and difficult to address.
Selecting the appropriate data for your problem is one of the most important aspects of
applying machine learning. Algorithms created using data with hidden or overt biases
produce models that are exceptionally adept at applying and, most importantly, amplifying
these human biases It’s vital that you be sure to think carefully about your data sources
and how you are applying them to your scientific questions in order to ensure that you
minimize the impact of human biases. Continuing the conversation with colleagues is an
essential step in raising awareness of the potential pitfalls of utilizing machine learning
without thoughtful oversight.
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