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The barriers to entry for high-performance scalable data 
management and computing continue to fall, and “big data” is 
rapidly moving into the mainstream. So it’s easy to become so 
focused on the anticipated business benefits of large-scale data 
analytics that we lose sight of the intricacy associated with data 
acquisition, preparation and quality assurance. In some ways, 
the clamoring demand for large-scale analysis only heightens 
the need for data governance and data quality assurance. And 
while there are some emerging challenges associated with 
managing big data quality, reviewing good data management 
practices will help to maximize data usability.

In this paper we examine some of the challenges presented by 
managing the quality and governance of big data, and how 
those can be balanced with the need to deliver usable analytical 
results. We explore the dimensions of data quality for big data, 
and examine the reasons for practical approaches to proactive 
monitoring, managing reference data and metadata, and 
sharing knowledge about interpreting and using data sets. By 
examining some examples, we can identify ways to balance 
governance with usability and come up with a strategic plan for 
data quality, including tactical steps for taking advantage of the 
power of the cluster to drive more meaning and value out of the 
data. Finally, we consider a checklist of characteristics to look for 
when evaluating information management tools for big data.

The Conundrum of  
Big Data Quality
The conventional wisdom among traditional data quality 
professionals has evolved within recent years to suggest the 
application of manufacturing quality practices to data 
management. And in many cases, as long as there is corporate 
alignment between instituting mature practices for data 
governance and the operational tasks associated with data 
standardization, enhancement and correctness, the ability to 
ensure compliance with data quality expectations is predictable 
and measurable.

However, big data has become a disruptive force that compels 
us to rethink this conventional wisdom in the context of 
balancing governance vs. data utility, especially as organizations 
increasingly acquire massive data sets from a wide variety of 
external sources for analysis purposes. The expectation of 
controlling the quality of big data must be viewed in the context 
of three issues that increase the complexity of what we might 
call “big data quality,” namely:

•	 Rampant repurposing: One of the most appealing aspects 
of big data is the desire to use a wide assortment of data 
sets, both structured and unstructured, for many different 
end-user analyses. The absence of constraints on reusing 
data sets means that each application must frame its data 
use in the context of the desired outcome. The result is that 
the same data sets are perceived to have different meanings 
in different contexts, raising questions about data validity 
and consistency.

•	 Balancing oversight: A different outcome of using externally 
created data sets is that it is difficult, if not impossible, to 
institute any embedded controls for validating the data. 
When there are recognized inconsistencies or errors in the 
data, correcting the errors will make the data inconsistent 
with its original source. The conundrum forces the data 
consumers to balance two undesirable aspects of data 
oversight: correct the data and make it inconsistent; or 
maintain consistency at the expense of quality.

•	 Data “rejuvenation”: The promise of being able to absorb 
massive data sets opens the possibility of extending the 
lifetime of historical information that previously might have 
been relegated to near-line archival storage or abandoned 
altogether. The ability to access these older data sets and 
align them with data sets of more recent vintage implies the 
need for increasing validation and governance by managing 
the information flow across the data life cycle into the big 
data ecosystem.

These issues complicate big data quality. The theoretical conflict 
posed when data sets are brought in from uncontrolled external 
sources is rapidly being subsumed by the demand to ensure 
data usability for the community of information consumers. The 
conventional approach of attempting to govern the processes 
of data creation and preventing errors is beginning to take a 
back seat to identifying inconsistencies, standardizing data, and 
introducing enhancements. In other words, practical data 
quality techniques – including data profiling, data cleansing, 
entity recognition and identity resolution – are essential to 
ensure the success of any big data initiative. In this paper we will 
examine some of the motivating factors and emerging realities 
about big data quality.

First we look at some conventional definitions of data quality, 
and then consider how the differences of the big data 
perspective force us to rethink what is meant by big data quality. 
We then look at the motivating factors for big data quality – 
those process-oriented facets of data management that frame a 
revised definition. We look at some applications of big data 
quality, and then discuss a strategic plan for big data quality. 
Not only can we take tactical steps to implementing data quality 
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for big data, we can also take advantage of the performance 
characteristics of the big data platform to more tightly couple 
data quality techniques with the data. Lastly, we consider some 
of the characteristics of solutions that not only are adapted to 
the big data platform, but also facilitate the transition to using a 
big data platform.

Dimensions of Quality and the 
Big Data Difference
As a discipline, data quality management has evolved to 
include a relatively broad spectrum of practices, including: data 
profiling to analyze potential data issues, as well as for validation 
and monitoring; edits used for data standardization and data 
cleansing; and processes and tools for instituting data policy 
compliance via data governance. A fundamental aspect of the 
traditional approach to data quality involves characterizing the 
degree to which data is “fit for purpose” using metrics relative to 
what are referred to as dimensions of data quality. Some of the 
most common dimensions include:

•	 Accuracy: The degree to which the data values are correct.

•	 Completeness: Specifies the data elements that must have 
values.

•	 Consistency: Consistency of related data values across 
different data instances, or consistency with values taken 
from a known reference data domain.

•	 Currency: The “freshness” of the data and whether the values 
are up to date.

•	 Uniqueness: Specifies that each real-world item is 
represented once and only once within the data set.

When all or most of the data either originates from the 
organization or is acquired via a controlled method (such as 
licensing data from a data provider), the ability to assert data 
quality expectations and validate against those expectations is 

simplified. The information production flow can be completely 
controlled within the organization, and one can integrate tools 
and establish processes to institute measurement and validation 
using data quality rules associated with these dimensions. 

However, the evolving culture of big data, especially in the 
context of analytics, focuses more on the aggregate outputs 
resulting from the accumulation and analysis of large-volume 
data sets, containing an assortment of artifacts that are both 
structured and unstructured. This data variety, coupled with the 
fact that these data sets are as likely to originate outside the 
organization as inside, complicates data governance and data 
quality assurance for a number of reasons:

1) Data interpretation: The inherent meanings associated with 
data values that are sourced from outside the corporate 
firewall may be subtly (or explicitly) different from the 
meanings of internal data.

2) Data volume: The volumes may overwhelm the ability of 
existing approaches (such as SQL queries or flat-file edits) to 
ensure conformance with expectations.

3) Asserting control: There is little ability to control the quality 
or consistency of data sets that are created beyond the 
organization’s administrative boundaries. For example, it 
would be very difficult to attempt to ensure that Twitter feeds 
be free of spelling errors.

4) Maintaining consistency: In many cases it is unwise to 
cleanse values in an acquired source if those corrections 
would make the data inconsistent with the original source. 
This kind of inconsistency can prohibit traceability of 
application processes, potentially raising questions about 
application results.

5) Data longevity: The low cost of storage provided by scalable 
Hadoop clusters enables a “live archive” in which data sets 
are maintained with easy accessibility (and therefore 
usability) for much longer time periods, which also increases 
the risk of inconsistency over time. 

Yet there is an expectation that in order to integrate data 
coming from a wide variety of external sources, ensuring 
consistency and usability may mean applying corrections to 
data sets. And this is the basis of the core conflict: Does one opt 
to retain the original source format, or risk the introduction of 
data inconsistencies by cleansing and standardizing data? In the 
right circumstances, applying traditional data cleansing 
techniques will increase data usability, especially when the data 
sets are destined to be repurposed in many different ways. 
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3) Reference data management: Even with a multitude of data 
sources, it is possible to accumulate standards for commonly 
used reference data domains, especially if those domains are 
to be used for monitoring data consistency and validity. In 
addition, more data about individuals means that the need 
for entity identification and record linkage will grow; 
matching relies on good reference information for similarity 
scoring and linkage.

4) Metadata consistency: Ensuring consistent reference data is 
a prelude to developing more general metadata standards. 
While the need may seem obvious for a variety of structured 
sets, consider that metadata definitions are integral to any 
kind of assessment of unstructured content, whether it refers 
to the information about various images, graphics, videos or 
audio artifacts, or contributes to parsing content from 
freeform text documents.

5) Metadata sharing: Another byproduct of the absence of 
source data semantics is the need for reinterpretation of 
meaning. The quality of data will be perceived to be in the 
context of how that information is used, and when data sets 
are used in different ways, there will be a need to collaborate 
about business terms that appear with frequency and what 
different users believe those terms to mean. Enabling a 
collaborative view of metadata that encourages participation 
and sharing will reduce the potential for drastic 
misinterpretations.

6) Governance: Soliciting expectations, defining data quality 
dimensions, specifying data quality rules, and managing 
shared metadata are all part of establishing what might be 
deemed the core aspect of big data governance: 
establishing the ground rules for repurposing and 
reinterpretation of data.

7) Technology in the right context: That allows us to cycle back 
to our original intent: If data standardization and enrichment 
are appropriate in the right context for big data, we must 
consider the characteristics of the tools and technologies 
that can be used to facilitate data quality.

Practical Big Data Quality: 
Motivating Factors
Considering the challenge of understanding what is really 
meant when people refer to big data quality, we can begin to 
articulate a fundamental distinction between conventional data 
quality and big data quality: 

The conventional approach to data 
quality promises oversight and control 
over the input, while big data quality 
intends to positively affect the outcome. 

While data quality practitioners generally seek to inoculate the 
entire end-to-end data production flow against the introduction 
of data flaws, from the analytical perspective the data 
consumers at the top of the big data food chain are looking for 
trustworthy results – insight that informs business processes and 
decision making in a profitable way. 

That suggests that under the right circumstances, applying 
proactive data quality methods such as profiling, 
standardization, cleansing, and record matching and linkage 
can positively contribute to the ultimate business objectives. 
Introducing these techniques as part of a big data program is 
motivated by a number of key improvement factors that will 
ultimately shape how those data quality techniques are to be 
applied:

1) Business user empowerment: The inability to assert control 
over the production of acquired data sets is a fact that cannot 
be ignored. That means that the only guidelines for data 
quality assurance emanate from the end-user community. 
Soliciting data expectations from the users will frame the 
analysis and ultimately the assurance of data quality and 
usability. Further, given the big data skills shortage, exposing 
DQ processes to business users can serve to unburden IT 
and directly engage business users in the DQ process.

2) Proactive monitoring: Even if there are limitations to 
asserting control over the entire data production processes, 
you can still monitor acquired data sets to validate their 
compliance with defined data quality expectations. Proactive 
monitoring of the most valuable data quality dimensions can 
be used to alert data stewards when data is not meeting 
expectations and trigger some prescriptive action.
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Some Sample Applications for 
Big Data Quality
The value of integrated data quality for big data applications 
can be demonstrated by considering some examples:

•	 Social media data: One of the most popular expectations of 
big data applications is the ability to combine numerous 
unstructured data sources to supplement information-based, 
customer-centric processes for improving the customer 
experience, streamlining one-to-one marketing, and 
improving sales-based revenues. Absorbing many sources of 
unstructured data – including emails, documents, blog posts, 
text messages and tweets – is an important part of a big data 
analytics strategy. There are two significant data quality 
challenges. The first is that the language used within 
unstructured data sources is not only inconsistent – even 
within similar types of documents – but may also be 
ambiguous, especially with the use of abbreviations, 
acronyms and synonyms. Second, the documents probably 
come from numerous external sources over which there is 
little hope of exercising control – you can’t expect Twitter 
users to obey defined data quality rules. Applying data 
quality validity rules in the context of shared semantic 
metadata will help assess where textual differences can be 
resolved to properly tag and organize the content.

•	 Retail identity recognition: As online commerce continues to 
explode, the need to disambiguate identities becomes much 
more acute. The same individuals are going to operate 
across different online domains, playing different roles at 
different times. For example, the same home computer can 
be used by anyone living in the household, necessitating a 
way to determine who the users are, when they use the 
machine, and when different people use the same identity. 
Or a single individual might generate content using different 
identities – purchasing at one retail site on one account and 
at a second using a different account. A person could also 
share a third account among all household members, as well 
as post product and experience feedback via a Twitter 
account, a LinkedIn account, and by posting opinions on 
different blogs using different online pseudonyms. The entity 
recognition and identity resolution capabilities of a data 
quality toolset can be used to isolate individual entities and 
properly link aliases while simultaneously organizing 
household hierarchies.

•	 Machine-generated data: The data validation provided 
through a data profiling capability can be extremely valuable 
when directly integrated into a monitoring process. Although 
we might presume that the numerous sensors incorporated 
within an infrastructure are operating properly, anytime the 

Technology 
in the right 

context

Governance

Metadata 
sharing

Metadata 
consistency

Proactive 
monitoring

Big Data 
Key Improvement

Factors

Reference data 
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empowerment



5

•	 Balancing validation and cleansing: The process of 
engaging the members of the big data user community 
helps the data quality practitioners identify the collection of 
business rules for data quality. This is particularly useful when 
deciding when (and when not) to introduce standardization, 
cleansing and other forms of enhancements, as opposed to 
establishing data controls on data intake for validation and 
monitoring.

•	 Technology alignment: You do not want data quality and 
data governance to inhibit the big data platform’s 
performance in any way. Therefore, any data quality methods 
applied using tools should be aligned with the use of the 
data on the big data platform. In other words, ensure that 
your data quality tools are adapted to execute within the big 
data environment.

Once these aspects of the strategic plan for big data quality 
have been shared and agreed to, the next step is determining 
how the tactical plan for big data adoption relies on data quality.

generated data does not meet expectations, it is indicative of 
some issue that requires further investigation. For example, 
logistics organizations may incorporate hundreds, if not 
thousands, of sensors into the trucks within their fleets. When 
an underinflated tire  triggers an alert, there are two 
possibilities: the sensor’s value is correct or the tire’s sensor is 
malfunctioning. Either possibility requires attention, and you 
can use data quality techniques to monitor compliance with 
the expected values.

The Strategic Plan for  
Big Data Quality
The motivating factors inspire the delineation of a strategy 
incorporating aspects of the conventional approach to data 
quality within a big data program. Keep in mind our core 
differentiating concept for big data quality: driving toward 
quality of the outcome for all big data analytics consumers. That 
being said, the key points of a data quality strategy for big data 
include:

•	 Defining “big data quality”: Clearly specify what “quality 
data” means when applied to internal data vs. external data, 
as well as structured data vs. unstructured data.

•	 Metadata consistency: A collaborative approach to sharing 
metadata will help ensure consistency for common reference 
domains and provide an environment for capturing and 
sharing business term and data element definitions and 
semantics.
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Exploiting Performance  
of Big Data Platforms 
The conventional approach to data quality for querying, 
reporting, and analytics often incorporates a “landing pad” or 
staging area for data prior to its being loaded into the analytics 
platform. This approach of extraction, moving the data to a 
platform for transformation, and loading data into the target 
environment is being eclipsed by one in which the validation 
and transformations are applied once the data sets have been 
moved to the target environment, or, in some cases, as data is 
streaming into the repository, and this is particularly true for big 
data. In other words, aligning data quality with big data must go 
beyond the conventional staging area approach. If you plan to 
migrate the data quality capabilities to the data managed within 
a big data environment, consider how data quality can take 
advantage of the high-performance platforms typically 
associated with big data. 

The immediate reaction is to seek opportunities for reducing 
data movement. Because most of the time used by data-
intensive applications is related to data access latency, reducing 
data movement can result in significant improvements in 
processing speed. A second observation is that the types of 
computation generally applied as part of any data quality 
processes (including profiling, validation and enhancement) are 
naturally suited to parallel computation applied to distributed 
data. For example, data profiling largely consists of frequency 
analysis of column values and dependencies within and across 
different tables. Frequency calculations are naturally adaptable 
to parallelization – many independent frequency analysis tasks 
can be launched simultaneously over distributed segments of 
data sets, and when all the tasks complete, their interim results 
can be aggregated together. 

A process for ensuring metadata consistency can take 
advantage of replicating the information from a shared 
metadata repository so that each processing node has the 
benefit of accessing a local copy. Data validation, 
standardization, enhancement and transformations that are the 
result of applying shared business rules to shared data can all 
be easily executed in parallel over distributed portions of 
different data sets. 

Taking advantage of the performance of big data platforms for 
integrated data quality management implies a level of 
sophistication that until now has not been an important part of a 
data quality technology stack. Big data quality must not only 
apply data quality techniques to the data, it must employ big 
data techniques as part of the process. Pushing profiling, 

Tactical Adoption of Big Data 
Using Data Quality
An interesting facet of implementing platforms supporting big 
data applications is that the programs are often motivated from 
outside the practice area for data management. In essence, 
business managers convinced by the business/technology 
media that big data is a necessity often are the catalysts driving 
the formulation of a big data strategy. In fact, it might be 
considered “Shadow IT” in some organizations. This approach 
definitely has benefits, especially in the context of senior 
management engagement and support. However, one 
drawback is that there is little awareness of the potential 
negative impacts that poor data quality can have on the 
analytical results. 

It is up to the data management practitioners to make it clear: If 
you elect to institute a big data program, make sure that it is 
tightly coupled with a data quality strategy – otherwise there is a 
risk that end users will question the trustworthiness of the 
results!

The phasing and tactical coordination of big data can be 
dovetailed with implementing data quality. For example, initial 
piloting and proofs of concept for big data will involve a 
replication or migration of data sets to a platform that is 
engineered for data distribution and parallel computation. And 
any time data sets are extracted from one location and moved 
to another, there is an opportunity to both assess data quality 
and identify any potential anomalies requiring review. You can 
also capture and document any inherent dependencies that 
imply the existence of latent business rules. At the same time, 
the extraction and migration process is a great time to introduce 
the application of business rules intended to improve, correct, 
standardize or otherwise enhance the data. 

More importantly, as the big data program matures there is an 
opportunity to align the data quality processes with what might 
be deemed the “big data life cycle” that is associated with the 
selection of input data sets, the acquisition and storage of these 
data sets, and their subsequent incorporation within the big 
data ecosystem. Each tactical aspect of data quality can be 
applied as the big data life cycle is refined: profiling as data sets 
are acquired; applying enhancements and transformations 
once data sets are loaded; entity identification to isolate 
representations of core data domains (such as customers or 
vendors); identity resolution to resolve unique identities; record 
linkage during incremental data updates; and application of 
business rules to ensure consistency with agreed-to metadata 
semantics.
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•	 Reducing data movement: As mentioned before, the most 
significant performance bottleneck for most data-intensive 
applications is attributable to latency of data movement. And 
for big data applications, the need to move data at any time 
is likely to significantly reduce performance. Any information 
management tool for big data should minimize the need for 
data movement.

•	 Access to Hadoop: As Hadoop grows in popularity as a de 
facto platform for big data applications, it is critical that any 
information management product vendor ensure that its 
tools are not only Hadoop-friendly, but also designed to 
support the data distribution inherent in the Hadoop 
Distributed File System (HDFS) and the MapReduce parallel 
programming model. In particular, look for products whose 
push-down capabilities are developed natively for Hadoop.

•	 Governance: Lastly, the importance of collaborative shared 
metadata cannot be understated when it comes to big data 
quality and governance. Look for products that provide a 
metadata repository that supports a business glossary, can 
capture data definitions and associated meta-tags, and 
provides shared access to an expanding collection of critical 
metadata for both structured and unstructured assets.

While these are all desired characteristics of tools, perhaps it is 
most worthwhile to look for tools that facilitate the process of 
adopting proactive data governance techniques that empower 
business users by driving involvement through capture of data 
quality expectations so that validating, standardizing and 
enhancing data is enabled in an efficient and simplified manner.

validation, standardization and enhancement down to the big 
data platform means using data quality tools and technologies 
that are aware of data distribution, parallel processing, and 
selected data replication, all fully integrated with the big data 
management platforms themselves. 

Checklist: What to Look for in 
Information Management Tools 
for Big Data
Big data is rapidly moving from the leading edge of technology 
to being commonplace in the enterprise. It is no longer a 
question of whether big data will be adopted – it is a question of 
when. At the same time, data quality must be an essential 
component of any big data program. If you are considering 
migrating to a big data environment, you must look at how your 
information management tools incorporate data quality 
technologies that not only are adapted to the big data platform, 
but also facilitate the transition. 

Information management tools best suited to a big data 
environment share some key characteristics, and when 
considering your information management resources, look for 
these facets:

•	 Integrated, unified platform/environment: Look for vendors 
whose information products encompass the full end-to-end 
process for information management. Data quality is 
necessary, and will be much more efficient when it is 
integrated within a holistic information management 
framework. Attempting to cobble together a suite of tools 
from different vendors may provide the illusion of a best-of-
breed solution, but unless those components play nicely 
together, any perceived benefits will be diminished in 
relation to the amount of additional effort of manual 
integration.

•	 Business user engagement: Given the big data skills 
shortage and already overburdened IT departments, look for 
solutions that give more power and engagement to business 
users to access, manipulate, join and cleanse data from 
simple, yet powerful, user interfaces that take advantage of 
the power of the big data cluster.

•	 Push-down (or in-database) data quality: Big data tools that 
do not employ big data technologies impose a performance 
constraint on streamlined operation. As discussed in the 
earlier sections, data profiling, validation and standardization 
are all eminently adaptable to high-performance methods, 
so look for vendors whose data quality technology can be 
pushed down directly to the big data platform.

•	 Integrated,	unified	 
 platform/environment

•	 Business	user	engagement

•	 Push-down	(or	in-database)	 
 data quality

•	 Reducing	data	movement	

•	 Access	to	Hadoop	

•	 Governance
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