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Executive Summary

Introduction

When it comes to new product forecasts, some executives say
that it is a frustrating, almost futile effort. The reason? Minimal
data, limited analytic capabilities and a general uncertainty
surrounding a new product launch – not to mention the everchanging, fickle marketplace.

New product launches are the most difficult to forecast. The
uncertainty associated with a new product is much greater than
that of forecasting older, more mature products. This uncertainty
and the lack of historical data make traditional time series
techniques unreliable. But using historical data associated with
similar, previously launched products, combined with your
domain knowledge in a structured process, can be an effective
approach to forecast the demand for new products.

One answer has been a structured analogy approach, where
you base your analysis on how other, similar products behave.
This can be useful in many situations, but certainly not for all
new product forecasting.
A different approach, called structured judgment, attempts to
improve on this type of forecasting by automating the historical
data handling and incorporating statistical analysis. Judgment
(i.e., your domain knowledge) provides the assistance necessary
to keep the process on track (and as objective as possible). That
assistance comes from integrating structured and unstructured
data with your judgment using the latest innovation, sentiment
analysis.

Because most companies launch many new products annually
– typically as much as 10-15 percent of a company’s product
portfolio – it makes sense to use past launches of similar
products to forecast the new product.
Similarity techniques can be used to determine which previous
product launches are likely to be useful in forecasting the new
product. The new product forecast is based on these similar
product profiles using analogous forecasting techniques.
Once the new product is launched, the sales are monitored,
tracked and adjusted based on actual sales. This paper
discusses recent innovations for forecasting what is referred to
as evolutionary products (see sidebar) using:
• Data mining.
• Segmentation and clustering.
• Statistical forecasting.
• Domain knowledge.
• Unstructured data.
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Evolutionary Versus
Revolutionary Products
Revolutionary products change the way people behave
and work. Evolutionary new products typically add incremental improvements (evolutionary changes) to an
existing product line.
Evolutionary products provide new useful or desirable
innovations that address emerging trends. They require
regular injections of new value to sustain consumers’
connection to your product lines. Revolutionary products
create new markets, channels and product lines that either
replace product lines or create completely new ones.
Evolutionary product launches (at best) result in small,
incremental improvements by expanding a product line,
such as expanding chocolate ice cream from slow-churned
to nonfat. Unless the product line is continually modified,
the results soon plateau.
Evolutionary new product launches, however, can have an
exponential effect. For example, in 1972, Polaroid introduced a new instant camera that spat out a blank photograph that developed (in about two minutes) as you held it.
This was an evolutionary step because the previous
Polaroid cameras also developed instant photos, but inside
the camera. In the earlier cameras, users waited 60
seconds and would pull the picture out of the back of the
camera, wait an additional two minutes, and then peel off
an emulsion layer to reveal the developed photo. Although
the new camera and film was an improvement over the
original camera, it was still using a similar process.
The latest revolution in photography occurred with the
introduction of digital cameras in 1994, and it has forever
changed photography.
Over time, many products eventually become commodities. Today, almost no one uses film, and nearly everyone
has a digital camera that makes it easy to share photographs via the Internet. Products that become

commoditized soon become inconsequential or obsolete.
In this case, instant film cameras and the film itself became
obsolete. Today, companies like Kodak, which was once
the king of film manufacturing, are announcing that they
are discontinuing much of their film production.
When considering revolutionary products, many people
think of Apple®. Walk into an Apple store and you’re
wowed by the innovation. Starting with the Mac® in the
1980s, almost every product has set new standards. There
was the iPod®, the iPhone® and now the iPad®, with each
new product introduction creating long lines and quickly
sold inventories. Revolution done right can have incredible
results. But most revolutionary products have no historical
data to use to predict the demand, making them difficult to
forecast.
Nevertheless, the vast majority of new product launches
(85-90 percent across all industries) are evolutionary. They
build on something that is well-established in the marketplace and familiar to many. A product can evolve in one of
these ways:
• Improvements in product performance.
• Reduced price due to mass demand and innovation.
• Expanding into new markets.
• Expanded use (e.g., Arm & Hammer baking soda).
Most products start simple. There is little evidence that
consumers value a product just because they’re learning
how to use it. For this reason, adding lots of features initially
provides little benefit. Over time, customers will help
define desired feature sets. The challenge, then, is to iterate
fast enough to deliver more and better features to the
market.
Today’s smartphone market comes to mind, where each
year brings new systems that offer more power, more
memory, more applications and more features. Given the
success of the iPhone, it should be relatively easy for Apple
to predict the demand for the next model.
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New Product Forecasting Process
The typical new product forecasting process involves these
steps:
1. Query. Identifies a set of candidate products that have
similar attributes to the new product. This provides a set of
candidates that are similar to the new (unknown) product.
2. Filter. Removes outliers from the set of candidates to identify
a set of surrogate products that have similar statistical
properties to the unknown new product.
3. Model. Identifies statistical-model features from the set of
surrogate products (and may also identify additional modelbased outliers).
4. Forecast. Uses the identified statistical model features to
forecast the new product and compensate for timing issues,
which may include the initial period or season of introduction
to the marketplace.

Structured Judgment Analysis
Structured judgment augments human judgment by
performing a statistical analysis based on the data. Each of the
four process steps above will include one or more of the
following procedures:
• Specification. Specify the statistical analysis to be performed.
This specification may be a default selection or automatically
selected based on your criteria.

• Analysis. Compute the specified statistical analysis.
• Exploration. Explore the statistical analysis results (tabular or
graphical).
• Judgment. Override the statistical analysis results with
domain knowledge.
• Feedback. View the impact of the overrides in the context of
the statistical analysis results.
Figure 1 (below) illustrates the flow of these process steps and
procedures. Given the input data sets supplied by each
previous step in the process, the modeler specifies the statistical
analysis to be performed. The specified analysis is performed
on the input data sets, which generates the statistical results
data sets.
If the modeler decides to modify the analysis specification, then
the specification procedure is repeated. If the modeler applies
judgment, the results are displayed as feedback. If the modeler
accepts the results, the last step in the process is execution
(deployment to the demand plan), adding the specification to
its market, channel, brand, product group, product and SKU
business hierarchy.

Note: Structured judgment can be used to combine statistical
analysis with business judgment in the new product forecasting
process. This is a real innovation combining data, analytics (data
mining, clustering, statistical forecasting) and domain knowledge
using point-and-click technology.

Analysis

Query Step: finds a set of
candidate products that
have similar attributes to
the new product.

Define Candidate
Products

Select Candidate
Products
Filter Step: removes
outlier products from the
set of candidate products
to form the set of surrogate
products.

Specification
Figure 1: Structured judgment new product forecasting process.

Judgment

Review Forecast
Model Step: extracts
statistical model features
from the set of surrogate
products.

Forecast Step: uses the
extracted statistical model
features to forecast the
new product and
compensate for timing.

Select Model

Exploration

Feedback
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Using Structured Judgment:
A Consumer Packaged Goods
Example
The structured judgment new product forecasting process
assumes that the necessary historical data has been properly
collected and stored, and with the additional note that not all of
the procedures need to be applied at each step – only those
appropriate to the context.

Step 1: Query
The purpose of the query step is to find a set of existing
products whose attributes are similar to the new product so they
can be used in forecasting it. Ideally, the candidate series should
be similar to the new product. The new product, for now, is
largely unknown from a forecasting perspective, but any readily
identifiable attributes can be used to find a candidate series.
The challenge is determining the appropriate size of the set of
candidate series. It should not be too small (or too large);
otherwise the sample may not be representative of the
properties or variations associated with the new product. If the
new product has very specific or atypical features, however, the
size of the resulting set may need to be limited appropriately.

Specification
There likely are many attributes associated with a particular
product. In addition, the attributes may be discrete or
continuous. The modeler may decide to specify values for some

(or all) of the attributes recorded in the historical data for
consideration. Consider a product in the carbonated soft drink
category. The modeler may want to specify common attributes
and product-specific attribute values regarding markets,
channels and categories, as well as brand, product group,
package type and package size.
For example, the product may be sold only in the US in the
grocery and mass merchandizing channels in a 12-ounce diet
cola six-pack. There may be other attributes (flavor, for example)
in the historical data that are not used.

Analysis
After specifying the attributes and their values, the modeler
queries the historical data set for candidate products with
attributes that are similar to the new product. The query returns
all diet colas that meet the candidate profile as well as the
percentage of colas that have attribute values selected for the
query.
Manually identifying candidates may take a long time
depending on the size of the historical attribute data set and the
number of past new product introductions. However, using a
new-product forecasting software package that preprocesses
the data into a readily searchable structure, you can create the
query and execute it in a matter of minutes.
In this example, there were 54 candidates identified. Figure 2
shows the results in a time series plot (histogram).

Figure 2: Histogram of surrogate products based on the new product profile.
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This plot indicates that:
• 10 percent of candidate products averaged 1.8 million
six-packs sold in the first 20 weeks.
• 40 percent of the candidates sold 3 million.
• 30 percent sold 4.2 million.
• 10 percent sold 6.6 million.
The modeler concluded that, on average, the new diet cola
product has the potential to sell 1.8 million to 6.6 million
six-packs in the first 20 weeks (based on the candidate products
sales at launch).

Exploration
The exploration procedure may involve transforming the set of
candidate series to better understand its properties. In this
example, the time series candidates have been standardized
across the 20 weeks and adjusted for seasonality.

Figure 3: Time series plot.

Figure 4: Adjusting surrogate time series plots based on judgment.

The modeler might explore the size of the sample to ensure the
returned sample is sufficient. Or the modeler may want to view
a log transformation for the set of candidate series and explore
the percentage of diet colas with similar package and pack sizes
attributes.

Judgment
After exploring the set of candidate series (see Figure 3), the
modeler can apply domain knowledge by removing one or
more products from the set of candidate products series or by
changing the query specification. For example, in Figure 4, the
modeler might exclude certain candidates based on
knowledge that those products were not launched under the
same conditions as the other candidates. The modeler would
recalculate using the remaining candidates, or perhaps decide
to specify a different query.
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Feedback
The modeler can graphically explore the revised set of
candidate series to better understand the impact. For the diet
cola example, the modeler explores the result of excluding
some diet cola candidates. Figure 5 demonstrates the effects of
removing those diet colas that were launched under different
conditions (e.g., less advertising support, no sales promotions
or reduced merchandizing efforts).

Figure 5: Final adjusted surrogate time series plots based on
judgment.

Step 2: Statistical filter
The purpose of the filter is to remove outliers from the set of
products identified in the previous step. If the outlier series are
properly removed, the revised set should better represent the
new product series.
The statistical filter can be implemented several ways.
Dimension-reduction analysis can shrink each candidate series
to a uniform set of statistical properties that are not governed by
time.
Similarity analysis can measure the commonality between two
series while also considering timing. When reduction and
similarity analyses are considered along with the identified
attributes, the statistical properties of each series can be more
readily differentiated. The statistical distances between the
candidate series can be computed using these statistical
properties. Additionally, model-based outlier analysis and
business rules can be used to remove outliers.

Specification
The modeler chooses the statistical filter specification. This may
include a reduction transformation, a similarity measure,
distance measure, clustering method, business rules or many
other techniques.
For example, the modeler can specify an exponential decay
model to reduce each surrogate series and then cluster the
exponential decay parameters. After clustering, the modeler
can select the largest cluster – assuming it is the most
representative. Figure 6 shows the results based on three
separate clusters.
After applying judgment, the modeler can graphically explore
the revised set of surrogates to better understand the impact of
that judgment. In this example, the modeler explored the results
of excluding product clusters 2 and 3. The modeler was satisfied
with the result of cluster 1 and decided to move to the next step
in the process rather than go back to the filter step to run an
additional query.
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Figure 6: Cluster plots.

Step 3: Model
The purpose of the model step is to extract statistical features
from the surrogate returned from the filter step (in this case,
from cluster 1). The set of surrogates should be similar to the
new product. A statistical model can be deployed in many ways
using diffusion, growth curves, neural networks, mixed models,
smoothing models or numerous other techniques. It models the
components of each series separately. In addition, business
rules can be applied to refine the forecast.

Exploration
After specifying the statistical model, it is fitted to the surrogate
series data and the desired features are extracted. The features
are used to compute pooled predictions for the surrogate set.
Prediction errors can also be computed and evaluated for each
surrogate series.
In this example, the predicted profile series were computed
from the surrogate profile series. Then the predicted total
quantity was computed from the mean of the surrogate total

quantities. The predicted profile series and total quantity were
combined for the pool of surrogates. See Figure 7 for the
forecasted pooled prediction results.
The modeler explored the individual model predictions and
prediction error evaluation statistics (root mean squared error,
MAPE, Akaike information criterion, etc.).
After closer review, the modeler decided the prediction error of
candidate product 3 was too high (e.g., MAPE of 42 percent)
and decided to drop this candidate out of the pool. Then the
modeler updated the model and created a new forecast.
But it is not always a good idea to simply exclude candidates
that don’t closely fit the model. These candidates may indicate
that there was lots of variability in past new product launches.
Excluding candidates may give you false confidence. You
should not expect to forecast new product launches with higher
accuracy after removing loosely fitting candidate products.
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Figure 7: Pooled forecast results.

Step 4: Forecast
The forecast step is used to predict new product demand using
the pooled predictions from the features extracted (during the
previous step) from the set of surrogate series. Because new
product forecasts are anchored to a particular time and season,
your model forecasts must be adjusted if the new product will
be introduced to the marketplace at a different time of year.

Specification
To make this adjustment, the modeler must choose a forecast
specification based on the surrogate series. This specification
describes the timing of the launch of the new product. In this
example, the modeler specifies that the new product will be
introduced in the first week of June with an official launch of
July 1.
The timing will also coincide with the Fourth of July holiday to
give the product more visibility as shoppers prepare for the
holiday celebration. The product is being introduced early in
the summer (June), giving retailers enough time to stock their
shelves prior to the official launch.

Judgment
After exploring the forecasts for the new product (profile, total
quantity and cycle series), the modeler may decide to override
the statistical predictions. For example, the modeler can
override the forecast at the total quantity level and have it
allocated across the 13 weeks, or make a specific override for
any individual week.
Because this new diet cola product will be officially launched on
July 1, the modeler decides (based on domain knowledge) to
make an override in week 6 (the first week of July) because the
sales and marketing teams plan a sales promotion and heavy
advertising then. So the modeler adjusts week 6 upward to
300,000 units to meet anticipated demand.
Figure 8 shows the override-adjusted, 13-week total. The
13-week total unit volume is now 5,080,404 units.
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Figure 8: Carbonated soft drink product forecast override.

Selecting the best approach
Typically, companies rely on multiple approaches for
determining patterns for new product launches. They admit that
mastering techniques for new product launch forecasts remains
challenging and that identifying attribute-based forecasting is
an area requiring more improvement.
The most basic approach is attribute-based forecasting using
like-item logic that attempts to compare the new product to an
existing one. The more useful approaches use statistical testing
to examine the validity of attributes and use statistical analysis to
establish a baseline estimate of new product demand. But these
techniques have seen limited adoption because of the initial
setup effort (and a lack of enabling technology) required to
identify significant attributes.
The structured judgment approach is an alternative that
combines data, analytics, domain knowledge and technology to
create more accurate new product forecasts. It has been proven
to improve the accuracy of new product forecasts by as much as
15 percent, while reducing forecasting times from days to hours.

Complementing structured judgment with
sentiment analysis
Technology improvements have provided us with a wealth of
data. In fact, the big data trend is the result of the everincreasing volumes of data that are being captured. However,
much of that information is unstructured data, which means it
doesn’t reside in a traditional row-and-column database.
Unstructured data files often include text and multimedia
content. Examples include email messages, text files, videos,
photos, audio files, presentations, web pages, tweets, Facebook
entries and other kinds of business and personal information.
While these sorts of files may have a consistent format, they are
still considered to be unstructured because the data they
contain doesn’t fit neatly in a database. Experts estimate that 80
to 90 percent of the data in any organization is unstructured.
And the amount of unstructured data is growing significantly
– often many times faster than structured databases.
Most organizations understand that their unstructured
databases include information that could help them make
better business decisions. Unfortunately, it’s often difficult to
analyze unstructured data. To help with a particular business
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problem, organizations have turned to a number of software
solutions designed to search unstructured data and extract
important information.
The primary benefit of these tools is the ability to gather useful
information that can help a business succeed in a competitive
environment. One of the most effective uses of unstructured
data is sentiment analysis to support new product launches.
Sentiment analysis (also known as opinion mining) uses natural
language processing, text mining and computational analysis to
identify and extract subjective information from source materials
(e.g., tweets, Facebook comments or blogs).
Generally speaking, sentiment analysis identifies the attitudes of
consumers toward a topic. These attitudes may be based on
either a judgment or an evaluation of a new product and how it
was received by consumers. That is to say, did they like the
product overall? Did they like the price, quality, sales promotion,
advertising and other related attributes? And, most importantly,
will they buy it again?
The newest and most innovative new product forecasting
capability combines data visualization and analysis (using
structured data) with sentiment analysis (using unstructured
data) to monitor, track and adjust new product forecasts early in
the launch cycle (the first one to four weeks).

Figure 9: New product launch analysis.

This allows a company to capture real-time information to adjust
supply, revise messaging, determine price effectiveness,
understand how well the launch promotion worked, capture
ideas for future enhancements of the product and much more.
Figure 9 provides an example of a typical monitoring and
tracking analysis using structured data for a new product launch.
This analysis reflects the first several weeks of demand along
with forecast and sales orders. The structured judgment
forecasts developed 10-12 weeks prior to launch are seen to
have been fairly accurate. However, after a few weeks of actual
demand, sales orders in many of the demand points (i.e.,
distribution centers), are beginning to come in higher than the
original forecast.
We can now create a another view of the launch using
sentiment analysis to determine why orders are coming in
stronger than originally projected for the new product “Nutro
Soy Milk Skin Cream 6.76 oz.”
Figure 10 is the sentiment analysis using text mining to crawl the
Internet to capture what consumers are saying about the
product. The unstructured data is a combination of tweets,
Facebook posts and other web-generated information.
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Figure 10: Sentiment analysis.
The results of the sentiment analysis indicate that 47.7 percent
liked it and 34.1 percent didn’t like it, with the remaining 18.2
percent undecided.
Of those who used the product, 60 percent liked the featured
ads in retailers’ circulars. More than 60 percent also liked the
quality, and 40 percent liked the sales promotion.
But only 25 percent liked the price, which is a concern. Perhaps
another promotion with a featured ad in the retailer’s circulars
might be in order.
Additionally, shelf availability was low, which means the sales
organization needs to do a better job gaining shelf acceptance
by retailers. Finally, the packaging received unfavorable reviews,
which may require changes to the packaging to resolve.
Also valuable are the verbatim consumer comments at the
bottom of the analysis. These can be used for making
adjustments and future enhancements for product sustainability.

Summary
A structured analogy approach can be useful in many situations
for new product forecasting. A structured analogy software
package designed for conducting structured-judgment new
product forecasts can make it possible to quickly identify
candidate products based on the user-specified attribute
criteria. It will help align, scale and cluster the historical patterns
automatically, providing an easy-to-understand visualization of
previous new product introductions. This visualization will help
the modeler see the risks, uncertainties and variability in new
product behavior so the organization can make the appropriate
decisions.
Using text analytics for sentiment analysis in real-world
applications is rapidly increasing as organizations realize the
unexplored possibilities of analyzing and integrating
unstructured data in decision making. The field of text analytics
will continue to grow, given the exponential growth of
unstructured data both within and outside the organizations.
The breadth of text analytics applications also continues to
expand across industries, and it is amazing how many
interesting and useful applications are continuing to surface
each day.
Analyzing trends on social media can be a powerful way to
gauge how well your launch is going early in the product life
cycle to determine if it has captured consumer interest and
whether it has had any impact on consumer demand.
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• Focus on collaboration between
the supply chain and the
commercial organizations;
include sales, marketing and
product development during
new product launch to ensure
that the supply chain is consulted
on pertinent decisions.
• Assess your predictive analytics
capabilities to conduct attributebased modeling and mine
unstructured demand signals for
additional patterns.
• Collect and leverage internal and
external demand signals
immediately after launch to refine
the demand forecast, as well as
sales/marketing investment
strategies.
For information about how SAS
can help you build better new
product forecasts, visit us at:
sas.com/en_us/software/supplychain/new-product-forecasting.
html.
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