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Introduction
With the increasing popularity of the critically acclaimed HBO hit Game of Thrones, viewers are becoming
more intrigued with the lore and fantasy that the television series has to offer. One of the most discussed
elements of the series that defines its uniqueness is the fact that no character is safe from being
eliminated, including the main characters. Guessing when characters will die has become a cultural
phenomenon as people become engrossed in analyzing the books and plot points. Computer Science
Professor Allen Downey from Olin College wrote a blog post last year discussing how some of his
students used Bayesian survival analysis to predict which characters are most likely to die in the
subsequent books following A Song of Ice and Fire (the first five books of the series). The students posted
their code and data via GitHub. Motivated by their analysis and dataset, this work conducts survival data
mining using the Survival node in SAS® Enterprise Miner™ 13.1 to estimate the survival probabilities
across chapters for a variety of popular Game of Thrones characters.

What is Game of Thrones?
Game of Thrones is a drama television show based upon the popular five book series named A Song of
Ice and Fire written by George R. R. Martin. It is set in a medieval fantasy world where noble families
are fighting for possession of the Iron Throne, the seat of the supreme ruler of the Seven Kingdoms of
Westeros, or for their autonomy. The show is full of violence, sexuality, betrayal, and moral ambiguity,
and is known for its unique ability to kill off any main character while still maintaining viewership. The
latest season’s finale, which aired on June 26, 2016, broke records for an HBO drama at 8.9 million
viewers (Dockterman, 2016). In fact, the show has continually been increasing in its viewership since its
inception (see figure 1).

Data-driven Predictions
Trying to predict when a beloved character will die is a natural past-time when watching the show or
reading the books. Recently, data enthusiasts have been implementing analytics to make empirical
predictions regarding this question such as the students from the Technical University of Munich
(McCluskey, 2016). This computer science class implemented machine learning algorithms to predict who
is most likely to die next and continue to publish their predictions on their adeptly named webpage A Song
of Ice and Data. Last year, in the blog post entitled “Bayesian survival analysis for “Game of Thrones”,
Professor Downey features a report written by his students who use this type of survival analysis to
investigate not just if a character will die, but when it will occur (Downey, 2016). These students posted their
data and materials publicly on GitHub (Kahle, n.d.). Using their dataset, this study uses the Survival node in
SAS® Enterprise Miner™ 13.1 to conduct its own survival analysis on characters from Game of Thrones.
Figure 1: Number of viewers for each Game of Thrones episode (List of Game of Thrones episodes, n.d.).
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Survival Data Mining
Survival analysis is a statistical technique concerned with the expected time until some given event or
events happen. Common applications for this method include determining when a patient will die or when
a piece of equipment will fail (Miller, 2011). It helps answer not just if an event will occur, but also when, by
looking at the event likelihood over some time interval. Specifically in data mining, one of the most
common examples is analyzing the probability of customer churn over time so that organizations can
better prepare long-term customer retention strategies (Sascha, Haller, & Lee, 2005). Typically, this
involves taking discrete steps in some time units, such as days or years, and calculating the probability of
an event occurring at each step until some censoring date. Naturally, not every observation in a dataset
will have occurred by the censoring date; therefore, it is important to estimate the behavior of the event
probability over time to make future predictions. This can be done by modeling the hazard function

which is the conditional probability of an event occurring at time t given that the event has not already
happened and given the values of some predictor variables, x. The Survival node in Enterprise Miner™
models these time-dependent outcomes using the following discrete-time multinomial logistic regression
with cubic spline basis (csb) functions and predictor variables ([SAS Software], 2013):

Using the csb functions help model the non-linear effects in the discrete time variable (Sascha, Haller, &
Lee, 2005). While it is possible to incorporate competing risks (e.g., different types of churn) in this node,
this study only uses one risk (i.e., character dying). In order to implement this technique, the dataset must
be expanded. That is, the dataset must be transformed so that each row represents an individual time
beginning at a start date and ending either when the event in question occurs or the right-censored date.
For example, in the context of customer churning, the number of rows created for a customer who
churned will be equal to how many time units it took until they churned. For those who did not churn, the
number of rows for a customer will be equal to the number of time units it takes until they reach the ending
date of the dataset. Because this can lead to a disproportionate number of non-events to events, it is
common to sample from the non-events in order to have a more balanced dataset for model construction
(Sascha, Haller, & Lee, 2005). After estimating the hazard function, the survival function (which calculates
the conditional probability of living past time t) can easily be forecasted for time intervals in the future
([SAS Software], 2013).

To create the dataset for their analysis, the students in Professor Downey’s class obtained information
from an online database for Game of Thrones (A Wiki of Ice and Fire, n.d.). From here, they acquired
information regarding the characters from the book. The most important information is the book and
chapter a character is introduced and, if it applies, the book and chapter he or she dies. For this study,
some simplifications of the dataset are conducted. For example, the book and chapter information are
combined into a cumulative running chapter total. Then, it is formatted as a Julian day so that this dataset
has a valid time ID variable for the Survival node. In addition, potential predictor variables about a
character are all converted into dummy variables. After imputing some missing values, a dataset
comprised of 917 characters with 18 predictor variables is ready for modeling. Roughly 66% of the
observations are censored. A high-level summary of this dataset can be found in table 1. Some of the
deadliest chapters and books are visualized in figures 2 and 3, respectively.

Number of
Information
Variables

Description

Name

1

Character’s name in the books.

Dead

1

Is the character alive or dead at the end of the 5th book.

Introduction
Chapter

1

Death Chapter

1

Gender

1

Is the character male?

Nobility

1

Is the character part of a noble house?

Appearance

5

Allegiance

11

Cumulative chapter the character is introduced. Includes
prologues, epilogues, and book appendices.
Cumulative chapter the character dies. Includes prologues,
epilogues, and book appendices. If character is alive at the
end of the 5th book, then this is blank.

Is the character in the first book? The second? The third?
Etc.
Is the character allegiant to House Lannister? House Stark?
House Targaryen? Etc.

Table 1: Summary of dataset for performing survival data mining in Enterprise Miner™.
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Figure 2: Major plot points from three deadly chapters in the books.

Figure 3: Pie chart representing the deadliest books.
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Figure 4: Enterprise Miner™ diagram for the Survival node

Figure 5: Graph of the survival and hazard functions from the model.

As shown in figure 4, the diagram for the Survival node is fairly simple. Within this node, the data
expansion as well as the model training and validation takes place. By default, it splits the dataset into
quartiles and uses the last 25% of the time period as validation (Sascha, Haller, & Lee, 2005). For
further estimation of performance, 15 characters from the dataset are held-out to use as a scoring
dataset, leaving 902 characters for training. For this study, the sampling option is enabled and left at the
default event proportion of 0.2. Since the time-dependent outcome is the cumulative running chapter
total in the Julian day format, the time interval is set to day and is forecasted out to 140 days (chapters)
to roughly estimate the passing of two books.
The central piece of information gained from doing survival analysis is plotting the hazard function (the
red line) and subsequent survival function (the blue line) over time (see figure 5) (Sascha, Haller, & Lee,
2005). The hazard function peaks at time units that are the most high-risk in a character’s book lifespan.
Notice the extreme spike at 0. Upon further inspection of the dataset, 70 characters are introduced and
killed in the very same chapter, resulting in blatant danger for a character at the onset of their
introduction in the books. It can naturally be concluded that this leads to the exponentially decaying
survival function. Additionally, the Survival node provides histograms depicting different probabilities and
hazard rates. For example, figure 6 presents the distribution of survival probabilities for characters
during the course of the next two books, assuming each book has 70 chapters. Overall, about 40% of
the survival probabilities lie below 0.5 indicating some potential risk.

Figure 6: Distribution of survival probabilities for characters during the next 140 chapters.
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Predictor
Variable
DwD

Description
Is character in book 5?

FfC

Is character in book 4?

Gender*

Is character a male?

Martell*

Is character allegiant to
House Martell?

Nights_Watch*

Is character allegiant to
the Night’s Watch?

Wildling

Odds Ratio

Effect

1.523

Being included in this book means
character is more likely to survive

2.990

Being included in this book means
character is more likely to survive

0.689

Being male means character is less
likely to survive

3.304

Being allegiant to this group means
character is more likely to survive

0.672

Being allegiant to this group means
character is less likely to survive

Is
character
allegiant
to
Being
allegiant
to
this
group
means
Table 2: List of predictor variables selected by the
stepwise procedure and their meanings.
0.307
the Wildings?
character is less likely to survive

Table 2: List of significant predictor variables. Marginal significance (0.05 < p-value < 0.10) denoted with asterisk.
Table 2 lists the significant predictor variables in the Survival node. As a default in Enterprise Miner™, the absence of the
Figure 7: Survival probabilities for the 15 characters used for scoring.
effect is modeled. That is, coefficients are estimated for the 0 in the dummy variables instead of 1. Therefore, if the odds ratio is larger
than one, it indicates that the absence of the effect leads to an increased odds of death. For example, DwD has an odds ratio of 1.523. That means that the odds of dying are 1.523 times higher for not appearing in this book than
they are for being included, thereby, leading to a better chance for survival for a character if they appear in the 5th book. A character also has increased odds for survival if they are in book 4. This makes sense since appearing in
the more recent books means a character still plays a role in the story. In addition, being female leads to a decrease in the odds of dying, which is a similar finding in the students’ report (Downey, 2016). Moreover, it seems that
those characters who are allegiant to the Night’s Watch and the Wildlings are more likely to die while those loyal to House Martell seem relatively safe. The former two groups have been involved in more conflict over the course of
the story so this also is reasonable. Overall, the effects the model is asserting are logical which adds to its validity.
Figure 7 displays the predicted survival probabilities at the censored time (end of the 5th book) and 140 chapters later (estimated end of the 7th book). Each have very good odds of survival at the censoring time; however, for Wun
Weg Wun Dar Wun (Wun Wun), Gregor Clegane (The Mountain), and Theon Greyjoy, they decrease dramatically after the chapters progress. It is no surprise that Wun Wun tops the list since being a Wildling is a strong indicator
for death. Margaery Tyrell, Arya Stark, and Cersei Lannister all have very favorable outcomes as well as the other women as dictated by the model at the future time. It is interesting that despite his Night’s Watch affiliation, Jon
Snow is not very likely to die. Given that that he has been in all five books, these effects prevent him from being at great risk. On the other hand, although Tyrion Lannister is not associated with a risky house, he is absent from the
4th book, leaving him in more danger compared to Jon. Some characters (Wun Wun, Ramsay Snow, Hodor, Walder Frey, and Margaery) died during this most recent season of the television show. While some of their respective
probabilities are not very low, they rank in the lower echelon of those most at risk in this list, except for Margaery Tyrell. Perhaps this indicates that even a statistical model can be a victim of the unpredictable nature of the show.
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Conclusion
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In this study, the Survival node in Enterprise Miner™ is used to model the survival probabilities of
characters from the popular television series Game of Thrones based on information from the book. This
node allows the ability to model competing risks along with csb functions and predictor variables. The
ease of estimation within Enterprise Miner™ enables a simple and stream-lined diagram. Only one
model is tested here; however, one can alter the parameters such as the number of knots to include in
the csb functions or implementing the stepwise selection procedure to possibly increase performance.
Results show that while the Survival node delivers intuitive insights via the predictor variables, the
survival probabilities are not necessarily indicative of what happens in the show. Yet, they do present a
ranking of who is most at risk of dying and show the exponentially decaying nature of character life
expectancy. Considering all the factors that play into the plot, modeling the survival probabilities of these
characters based solely off this type of data can be a difficult task, especially considering that the show
does deviate in some respects from the books. It will be interesting to see the fate of some of the
beloved characters in the new books and if they coincide with the show. In summary, this type of
analysis provides an interesting avenue for fans of Game of Thrones and can easily be applied to
business contexts such as customer churn or equipment failure. Once George R. R. Martin releases the
6th book, future work can consist of updating this dataset and possibly adding more predictors variables.
Incorporating more information regarding the specific plot points (e.g., was he or she at the Red
Wedding?) could yield more accurate predictions.
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