
F A C T  S H E E T

What does SAS Data Integration 
Studio do?  

SAS Data Integration Studio is a 
visual design tool that simplifies the 
construction, execution and mainte-
nance of enterprise data integration 
processes. Powerful, in-depth data 
transformation logic is provided in an 
easy-to-use, wizard-driven interface, 
enabling one or more developers 
to rapidly build, schedule, run and 
monitor a myriad of data integration 
activities. An easy-to-use interface 
and built-in impact analysis capabili-
ties lower the cost of building and 
maintaining data integration work-
flows, simple or complex.

Why is SAS Data Integration Studio 
important?

Companies are realizing that in order 
to succeed they need an integrated 
view of their data – and SAS Data 
Integration Studio is the single tool 
that provides the flexibility, reli-
ability and agility needed to respond 
to new data integration challenges. 
Regardless of the project, SAS Data 
Integration Studio users can respond 
with speed and efficiency, reducing 
the overall cost of data integration. 

For whom is SAS Data Integration 
Studio designed? 

SAS Data Integration Studio empow-
ers data integration managers and 
designers to work more efficiently, 
manage change effectively and 
deliver high-quality results faster. 

Many organizations fi nd themselves 
trapped in a reactive mode as they 
struggle to meet ever-changing infor-
mation demands. With so many data 
sources and silos of information, it is 
extremely resource intensive to manage 
the various data integration processes 
and ensure that everyone has the ac-
curate, consistent business intelligence 
they need. Data integration processes 
often are created ad hoc and con-
solidating metadata becomes diffi cult, 
resulting in costly, error-prone and time-
consuming data integration develop-
ment and maintenance. 

SAS Data Integration Studio simpli-
fi es and speeds the data integration 
process with an easy-to-use interface, 
extensive built-in transformations and 
powerful productivity enhancements, all 
while providing a single point of control 
for managing complex, enterprise data 
integration processes. 

Multiple designers can capture, man-
age, organize and provide information 
for others to use, quickly and repeat-
ably. Wizards automatically connect 
to all data sources and platforms, 
and are used to interactively manage 
the entire data integration process 
while capturing metadata for reuse. 
Advanced users can develop in-depth 
transformation structures that extend 
standard SQL capabilities for reuse 
and management by others. Metadata 
interchange capabilities with Common 
Warehouse Metamodel (CWM) com-
pliant metadata sources provide 
custom integration with data model-
ing and other warehousing tools, 
including those from Meta Integration 
Technologies, Inc.

Key benefits
• Quickly meet the information 

needs of your organization. 
SAS Data Integration Studio is an 
easy-to-use, high-performance tool 
for quickly building reusable data 
integration and ETL processes to 
meet the full spectrum of data inte-
gration needs across the enterprise. 
The drag-and-drop workflow design 
interface reduces programming time 
and training needs, and automatically 
captures and manages standardized 
metadata from any source, easily and 
seamlessly.

• Reduce maintenance and deploy-
ment costs with simplified data 
integration processes. SAS Data 
Integration Studio provides a single 
point of control for interactively manag-
ing data integration processes across 
the enterprise. It provides an easy-to-
manage, multi-user environment that 
lets designers and domain experts 
collaborate on large enterprise proj-
ects using shareable and repeatable 
processes. Powerful change analysis 
capabilities reveal even the smallest 
change in upstream data models and 
physical structures. Designers can 
understand the impact on the entire 
deployment, saving hours of labor in 
both development and maintenance.

• Minimize training and the need 
for advanced programming skills. 
SAS Data Integration Studio allows 
even those with minimal training and 
programming skills to deploy power-
ful transformations and sophisticated 
data integration processes. SAS Data 
Integration Studio maximizes orga-
nizational resources, supporting the 
creation of in-depth transformation 
structures and templates that can be 
reused easily by others. 

SAS® Data Integration Studio
Simplifi es data integration with powerful prebuilt transformations, 
sophisticated impact analysis and reusable metadata



ment and transfer of data are minimized 
because transformations and process-
ing can be directed to occur natively on 
any platform with virtually any source 
and type of data. This results in faster, 
lower cost data integration.

Transformations
SAS Data Integration Studio includes 
many ready-to-use transformations that 
eliminate the need to manage thou-
sands of lines of custom code over the 
life cycle of projects. Because all trans-
formations are metadata-driven via the 
user interface, training requirements are 
reduced. Transformations are customiz-
able to provide enterprisewide manage-
ability of reusable and repeatable data 
integration processes. 

All transformations, including those that 
are user-written, are available in a library 
and are metadata-driven. This makes 
them easy to use and eliminates many 
project management headaches (dupli-
cation of effort and coding differences) 
associated with enterprise develop-
ment. Customized plug-in and design 
templates ease the use of complex 
transformations, and the wizard-driven 
transformation generator reduces time 
spent developing and designing ad-
vanced data integration processes. The 
result? More effi cient use of IT resourc-
es and faster, easier data integration.

Multiple-user development environment
Multiple designers can easily synchro-
nize work and collaborate on large 
projects. Full check-in/check-out 
methodology on data integration pro-
cesses and individual elements results 
in automatic, up-to-date documentation 
and easy metadata management. A full 
history of changes made during the life 
cycle of projects is logged for audit-
ing purposes, and developers must be 
pre-authorized to make changes. Time 
required for development and ongoing 
maintenance is reduced, which lowers 
implementation and development costs.

Data extraction and movement
Virtually any data source can be 
handled by SAS Data Integration 
Studio with interactive wizards that 
guide users through the process of 
connecting to data regardless of plat-
form, topology or data source, and 
populating the metadata repository 
with relevant information such as data 
descriptions, keys, indexes and all 
relationships. In addition, new data 
sources can be seamlessly added for 
faster development. From the user 
interface, all data sources appear 
identical to data integration designers. 
Data can be integrated from virtually 
any source, allowing investments in 
existing data to be fully leveraged 
from a single environment, reducing 
training costs and resulting in lower 
total cost of ownership. 

With data integration processing 
increasingly happening in near-real 
time, reducing data movement and 
data duplication is important. With 
SAS Data Integration Studio, move-

The graphical process designer in SAS Data Integration Studio allows you to build and 
maintain complex processes.

Product overview

User interface
SAS Data Integration Studio is a power-
ful, easy-to-use data integration design 
tool with a drag-and-drop Windows-like 
interface that provides a single point 
of control for managing the processes 
that support all of your data integration 
needs across the enterprise. 

The Java-based application incorpo-
rates fl exible metadata management 
capabilities that let data integration 
designers quickly display, visualize 
and understand enterprise metadata. 
Wizards simplify many tasks, including 
source/target defi nitions, extractions, 
creation of jobs, process fl ows and 
data transformations. A visual end-to-
end process designer lets developers 
quickly build and edit data integration 
jobs using built-in design templates and 
an extensive library of transformations.  



Enterprise metadata management
A completely open enterprise meta-
data structure is included to retain and 
track technical, business and adminis-
trative metadata, and aid in developing 
the data integration processes. This 
information is gathered by the data 
integration process or automatically 
from other metadata tools and 
databases. Navigational tools help 
users understand how the data was 
derived (e.g. from what source, how 
it was transformed and by whom, 
and its destination(s) in multiple ware-
houses and user reports). This allows 
instant reconciliation against any other 
source of information, proving that 
information derived via data integra-
tion processes is correct so decision 
makers can avoid second-guess 
decisions.

Integrated workflow scheduling, load 
balancing and grid computing support
Easy deployment of jobs, along with 
integrated workfl ow scheduling and 
load balancing, support the simple 
and effi cient execution of processes 
throughout the project life cycle. 

Load balancing reduces lengthy execu-
tion times by automatically redirecting 
jobs and processes to lesser-loaded 
resources while allowing for process 
interdependencies and enterprise or 
departmental resource constraints. 

Automatic support for grid computing 
environments can dramatically speed 
many operations by using existing 
computing resources to handle larger 
amounts of data in less time without 
the need for additional hardware. 
This results in maximized processing 
cycles and use of hardware, increased 
overall productivity and reduced 
operations costs.

Key Features

User interface
•  Drag-and-drop Windows-like interface for controlling the entire data integration process.
•  Role-based permissions show users only what they are authorized to see.
•  Customizable metadata tree views for displaying, visualizing and understanding metadata.
• Wizard-driven table designers shorten development time by allowing: 

• Simplified defining of source/target information, extractions, creation of jobs, process flows 
and transformations.

•  Reuse of data dictionaries from RDBMS systems and reuse of enterprise metadata.
•  Easy definition of flat file structures for quick import and export.
•  Support for metadata import and export with the CWM standard and with third-party 

proprietary formats through metadata model bridges.
•  Convenient definition and creation of OLAP structures within the tool using a wizard.

• A visual end-to-end process designer:
•  Eliminates programming with drag-and-drop functionality. 
•  Supports automatic and dynamic column mapping throughout the data integration processes.
•  Provides interactive debugging and testing of jobs during development and full access to logs.
•  Enables viewing and searching of all data/metadata with a visual table viewer:
    •  Multicolumn sorting; row/column-level filtering.
    •  Text-based searching.
    •  Visualization control (metadata/physical column names, formatted/unformatted values).

 •  Lets users easily deploy jobs to an integrated scheduler (or other scheduler).

Extraction from virtually any data source or format
•  File formats: text files, standard and delimited, XML and standard flat files, COBOL Copybooks, 

and FTP and URL-based. Read and write other external data representations such as ASCII, 
Binary, EBCDIC, Hexadecimal and Octal. 

•  Database sources: AS400, Generic ODBC, IBM DB2/UDB (native, ODBC), Informix (ODBC), 
Microsoft Access (ODBC), Microsoft Excel (ODBC), Microsoft SQL Server (ODBC), MySQL, 
Netezza (ODBC), OLE/DB, Oracle (native, ODBC), Sybase (native, ODBC), Sybase ASIQ (ODBC), 
SAS data sets, SAS Scalable Performance Data Server, SAS Scalable Performance Data Engine, 
Teradata (native, ODBC).

•  Mainframe data sources (OS/390 and z/OS): ADABAS, CA-Datacom, CA-IDMS, COBOL, IBM 
DB2, IMS-DL/I, ISAM files, Oracle, SYSTEM 2000 , Teradata, VSAM (KSDS and ESDS), and 
other file formats.

•  Enterprise Applications: Oracle Applications, PeopleSoft, SAP BW, SAP R/3, Siebel.

Powerful transformation capabilities
•  More than 300 predefined table and column-level transformations.
•  Transformation Generator wizard or Java plug-in design templates for creating reusable and 

repeatable transformations that are tracked and registered in metadata. 
•  Framework for publishing information to archives, a publishing channel, e-mail or various 

message queuing middleware. 
•  Metadata is captured and documented throughout the data integration process and transformations.
•  Transformations and data integration processing can run on any platform with any data source.
•  Transformation and data integration processes can be deployed easily as SAS Stored Process or 

Web services for use in other applications or as part of a service-oriented architecture.

Ready-to-use table transformations
•  Sort, join, split and extract.
•  Data quality:

•  Data standardization (name, address, e-mail, phone number and other types of data).
•  Match/merge for deduplication, householding and data consolidation. 

•  Data transfer: move data from one server host to another (PC, UNIX, mainframe).
•  Transpose: inverts data, all data in a row can be turned into columns or vice versa.
• Data validation: identify and act on duplicate, invalid and missing values.
•  Table look-ups with configurable error handling: error table/error report, invalid records table, 

condition handling. 



SAS® Data Integration Studio
Technical Requirements

Client environment

• Windows (x86-32): Windows 2000 
Professional, Windows XP Professional

Client environment

• SAS Data Integration Studio must connect 
to an environment running SAS Data 
Integration Server or SAS Enterprise Data 
Integration Server.

• SAS Grid environment in SMP and 
distributed architectures fully supported. 

Required/optional software

•  SAS Data Integration Studio is delivered 
as a component of SAS Data Integration 
Server and SAS Enterprise Data Integration 
Server. 

•  SAS Data Quality is required to execute 
automated data quality transformations 
and is included in SAS Enterprise Data 
Integration Server. 

•  SAS High-Performance Forecasting 
is required to execute the forecasting 
transformation.

* SAS Grid Manager is required for 
execution in a grid environment.
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Key Features (continued)

•  Error checking, processing and event notification.
•  Slowly Changing Dimension support:

• Surrogate Key Generation to create unique identifiers of records.
• Effective Date Calculations to keep track of changes to keys of a table.

 •  Dimension and Fact Table loading, including Slowly Changing Dimensions Type 2.

Ready-to-use analytical transformations
•  Correlations and frequencies.
•  Distribution analysis.
•  Standardize: calculates the standard deviation.
•  Summary statistics.
• Apply forecasting and data mining models.

Ready-to-use column-level transformations 
• Date and time, mathematical, trigonometric and hyperbolic.
•  Character, character string matching, truncation.
•  Data cleansing, match/merge, identification analysis.
•  Descriptive statistics, profitability and density, logical operators, financial.
•  Formatting and macros.

Loading
•  Easily refresh, append and update during loading.
•  Optimize load techniques with user-selectable options.
•  Database-aware loading techniques, including bulk load facilities, index and key creation, 

drop and truncate tables.
•  Design, create and load OLAP cubes.

Metadata management 
•  Impact analysis/reverse impact analysis (data lineage):

•  Evaluate impact of changes throughout the data integration process before they occur.
•  Determine the path, processes and transformations taken to produce the resulting information.
•  Change Analysis for metadata change discovery, comparison, analysis and selective propagation.   
• Table and column-level evaluation.
•  Source/target tables, transformations, look-ups, OLAP cubes, metadata mapping.

Multi-user, multiple-level development environment
•  Enables team-oriented development of data integration processes.
•  Manage multi-user development environment with check-in/check-out of jobs, related tables 

and objects, and job status viewing.
•  View which objects are checked out with status information.
•  Use audit history to view which jobs or tables were changed, when and by whom.
•  Promotion and replication of metadata across development, test and production environments.


